
Lecture 4 - Inference from MLR
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Inference from Multiple Linear Regression

I The general form of the MLR model is

Yi = � 0 + � 1Xi 1 + � 2Xi 2 + � � � + � k Xik + � i ; i = 1 ; : : : ; n

I \Standard" assumptions (required for strict validity) of
statistical inferences are

1. E(� i ) = 0. The errors have mean zero.
2. var(� i ) = � 2. Homogeneous variances
3. The errors are independent.
4. The errors are normally distributed.

I [1 � 4] � 1; : : : ; � n is a random sample fromN(0; � 2)
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Comments on Terminology

I We have seen that categorical predictors can be included in
MLR models using dummy/indicator variables.

I Multiple Linear Regression often refers to situations in
which all the predictors are numerical.

I Analysis of Covariance (ANCOVA) models involve both
numerical and categorical predictors

I Analysis of Variance (ANOVA) models involve only
categorical predictors
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Comments on Terminology

I All these models can be represented in the matrix form

Y = X� + �

I This is referred to as theGeneral Linear Model (GLM).
I Analysis of variance is a general methodology for hypothesis

testing in the context of a GLM.
I The basic ANOVA decomposition for a GLM is

SS(Total) = SS(Model/Regression) +SS(Error/Residual)
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Overall ANOVA table

Source DF SS MS F
Model/Regression k SSR MSR MSR/MSE
Error/Residual n � k � 1 SSE MSE
Total (corrected) n � 1
I Under the standard assumptions

F =
MSR
MSE

can be used to test the hypothesis that the response is
independent of all of the predictors collectively; i.e.

H0 : � 1 = � 2 = � � � = � k = 0

Booth: 602 Fall 2008, Week 2 5/59

Sequential ANOVA Table

I Consider a GLM with predictors/factors, A, B, C, etc.
e.g. A=time, B=isolate, C=interaction

I The ANOVA table decomposes the total SS sequentially, in
the order the terms appear in the model.

SS(Total ) = SS(A) + SS(BjA) + SS(CjA; B) + � � � + SS(Error)

I Here SS(BjA) is the reduction in the error SS when the factor
B is added to the model already including A, etc.
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Sequential ANOVA Table

Source DF SS MS F
A df(A) SS(A) MS(A) MS(A)/MSE
B df(B) SS(BjA) MS(BjA) MS(BjA)/MSE
C df(C) SS(CjAB) MS(CjA,B) MS(CjA,B)/MSE
...

...
Error df(Error) SSE MSE
Total n � 1

I UseF = MS(A)=MSE to test the e�ect of A ignoring all
other predictors/factors.

I UseF = MS(BjA)=MSE to test the e�ect of B after
controlling for A
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Sheep and Cattle Auctions

Analysis of Variance Table
Response: cost

Df Sum Sq Mean Sq F value Pr(>F)
cattle 1 6582.1 6582.1 116.330 <.0001
sheep 1 980.4 980.4 17.327 0.0007
Residuals 16 905.3 56.6

Parameter Estimates
Estimate Std. Error t value Pr(>|t|)

Intercept 6.5810 3.1283 2.104 0.0516
cattle 3.8092 0.4604 8.274 <.0001
sheep 0.8909 0.2140 4.163 0.0007

Booth: 602 Fall 2008, Week 2 8/59



Sequential ANOVA Table

I Sequentialdecomposition of total sum of squares in ANOVA
table

I F-test for sheep e�ect is equivalent to t-test for partial slope.
Not so for cattle!

Analysis of Variance Table
Response: cost

Df Sum Sq Mean Sq F value Pr(>F)
sheep 1 3688.6 3688.6 65.191 <.0001
cattle 1 3873.9 3873.9 68.467 <.0001
Residuals 16 905.3 56.6
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Sheep and Cattle Auctions

I Fitted model:

dCost = 6:58 + 3:81� Cattle + 0:89 � Sheep

I Partial e�ect of each additional head of cattle is the same
regardless of the volume of sheep sales.

I Sheep=5

dCost = 11:03 + 3:81� Cattle

I Sheep=25

dCost = 28:83 + 3:81� Cattle
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Sheep and Cattle Auctions
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Sheep and Cattle Auctions
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Correlation Matrix

cost cattle sheep
cost 1.0000000 0.8816522 0.6600009
cattle 0.8816522 1.0000000 0.3938519
sheep 0.6600009 0.3938519 1.0000000

I After removing the biggest market (observation 15)

cost cattle sheep
cost 1.0000000 0.895955201 0.124529922
cattle 0.8959552 1.000000000 0.002348254
sheep 0.1245299 0.002348254 1.000000000
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Fitted Values in Matrix Notation

I The �tted/predicted values from a MLR model �t are

Ŷi = �̂ 0 + �̂ 1Xi 1 + �̂ 2Xi 2 + � � � + �̂ k Xik ; i = 1 ; : : : ; n

I Recall that the least squares estimate of the regression
paramter vectors is given by

�̂ = ( X0X)� 1X0Y

I We can write the vector of �tted values in vector notation as

Ŷ = X�̂ = X(X0X)� 1X0Y
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Hat Matrix

Ŷ = HY ; where H = X(X0X)� 1X0

I H is called thehat-matrix. It puts a hat onY.
I The diagonal entries in the hat-matrix are calledleverage

values.
They measure the potential for an observation to be
in
uential on the �t, based on its X -values
The leverage value for thei th observation is denoted byhii

0 � hii � 1 ;
nX

i =1

hii = k (the number of predictors)
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Sheep and Cattle Auctions
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Cooks Distance

I Cook's distancemeasures the actual in
uence of each
observation on the �t (as opposed to its potential to in
uence
the �t).

I The idea is to look at the e�ect of removing an observation
on the vector of �tted values.

I Let �̂ (i ) denote the least squares estimate of the regression
parameter vector when thei th observation is omitted.

Ŷ = X�̂ = �tted values using all the data

Ŷ(i ) = X�̂ (i ) = �tted values with i th obs. omitted

I Cook's distance for observationi

Di =
(Ŷ � Ŷ(i ))0(Ŷ � Ŷ(i ))

kMSE
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Sheep and Cattle Auctions
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Residuals

I Raw residuals:Yi � Ŷi

I Standardized residuals: divide by standard deviation

Yi � Ŷi

�̂
Yi � Ŷi

=
Yi � Ŷi

�̂
p

1 � hii

where ^� = root MSE.
I Externally standardized residuals:

Yi � Ŷi

�̂ (i )
p

1 � hii

I Sometimes referred to asStudentizedresiduals
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Sheep and Cattle Auctions
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Sheep and Cattle Auctions

I Analysis of Auction data with observation 15 omitted

Coefficients:
Estimate Std. Error t value Pr(>|t|)

Intercept 9.8627 3.2616 3.024 0.0086
cattle 3.5530 0.4373 8.125 <.0001
sheep 0.3585 0.3228 1.111 0.2842
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Sheep and Cattle Auctions

I Alternatively, include an indicator for observation 15

Coefficients:
Estimate Std. Error t value Pr(>|t|)

Intercept 9.8627 3.2616 3.024 0.0086
cattle 3.5530 0.4373 8.125 <.0001
sheep 0.3585 0.3228 1.111 0.2842
i15 27.3578 13.2243 2.069 0.0563 .
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Coe�cient of Determination

R2 =
SS(Model)
SS(Total)

= 1 �
SS(Error)
SS(Total)

= Proportion of the total variation explained by the model

I Uses corrected SS(Total); i.e. assumes intercept in model
I 0 � R2 � 1
I Multiple correlation coe�cient: R = +

p
R2

Correlation between observed,Y, and �tted, Ŷ
I Auction data: R2 = 0 :91

The model explains 91% for the variation in Cost.
Correlation between observed and �tted Costs is

p
0:91 = 0:95
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Coe�cient of Determination

I R2 never decreases when a term/predictor is added to the
model

I AdjustedR2

R2
a =

SS(Model)/(n-k)
SS(Total)/(n-1)

= 1 �
MS(Error)
MS(Total)

I Model selection. Penalize complexity.
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Lecture 5 - Inference from MLR continued..
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Multicollinearity

I Recall thatR2 is the squared correlation between a response,
Y , and the �tted values,Ŷ , obtained by regression on
predictors,X1; : : : ; Xk .
To emphasize which is the response and which are predictors,
write

R2
Y �X1���Xk

I Then R2
X1�X2���Xk

is the squared correlation betweenX1 and

�tted values, X̂1, obtained from regressingX1 on X2; : : : ; Xk .
I Recall in SLR the variance of the slope estimate (in repeated

sampling) is given by� 2
�̂

= � 2=SXX
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Multicollinearity

I The variance of the partial slope for variablej in multiple
regression is

� 2
�̂ j

= � 2 VIFj

SXj Xj

where VIF is thevariance in
action factor

VIFj =
1

1 � R2
Xj �X1���Xj � 1Xj +1 ���Xk

I Thus, VIF increases with the correlation betweenXj and the
other predictors.

I Consider trying to predict height from femur length. The
partial e�ect of left femur is unlikely to be signi�cant if right
femur is already included in the model.
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Comparing several regression lines

I Consider a situation with two predictor variables, one
numerical,X1, and one categorical.
Suppose that the categorical variable has two levels (e.g.
gender) determined by the value of an indicator/dummy

X2 =
�

0 level A
1 level B

I The model

Y = � 0 + � 1X1 + � 2X2 + �

implies that the partial e�ect ofX1 is the same at levels A
and B.
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Comparing several regression lines

level A: E(Y ) = � 0 + � 1X1

level B: E(Y ) = ( � 0 + � 2) + � 1X1

I � 1 is the average e�ect of increasingX1 by one unit within
each level

I � 2 is the average di�erence between levels A and B controlling
for X1.

I � 1 = 0 implies no association betweenY and X1 after
controlling for the category

I � 2 = 0 implies no category e�ect after controlling forX1
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Comparing several regression lines

No interaction Spurious regression effect

Spurious category effect Interaction
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Comparing several regression lines

I Interaction model

Y = � 0 + � 1X1 + � 2X2 + � 3X1X2 + �

level A: E(Y ) = � 0 + � 1X1

level B: E(Y ) = ( � 0 + � 2) + ( � 1 + � 3)X1

I The e�ect of changingX1 on the average response depends
on the category level
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Fungal growth data

Y = Area of fungal growth in mm2

X1 = Day Xj =
�

1 isolate categoryj
0 otherwise

for j = 2 ; 3

I The model

Y = � 0 + � 1X1 + � 2X2 + � 3X3 + �

Area = � 0 + � 1Day + � 2I (Isolate18) + � 3I (Isolate27) + �

implies the average rate of growth is the same for all three
isolates.
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Fungal growth data
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Fungal growth data - no interaction model

I Output from R package

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 304.77 255.96 1.191 0.241
time 942.30 66.09 14.258 < .001
isolate18 -1193.27 228.94 -5.212 < .001
isolate27 -2168.73 228.94 -9.473 < .001
---
Residual standard error: 627 on 41 degrees of freedom
Multiple R-Squared: 0.8774, Adjusted R-squared: 0.8684
F-statistic: 97.78 on 3 and 41 DF, p-value: < .001
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Fungal growth data - no interaction model

I Output from JMP package
I Di�erent parameterization of the same model!

Summary of Fit
RSquare 0.8774
RSquare Adj 0.8684
Root Mean Square Error 626.97
Mean of Response 2011
Observations (or Sum Wgts) 45

Parameter Estimates
Term Estimate Std Error t Ratio Prob>|t|
Intercept -815.9 219.19 -3.72 0.0006
time 942.3 66.09 14.26 <.0001
isolate[2] 1120.7 132.18 8.48 <.0001
isolate[18] -72.6 132.18 -0.55 0.5858
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Fungal growth data - Interaction model

Y = � 0 + � 1X1 + � 2X2 + � 3X3 + � 4X1X2 + � 5X1X3 + �

Isolate2: E(Area) = � 0 + � 1Day

Isolate18: E(Area) = ( � 0 + � 2) + ( � 1 + � 4)Day

Isolate27: E(Area) = ( � 0 + � 3) + ( � 1 + � 5)Day

I Di�erent intercepts and slopes for each isolate
I Note: X2X3 = 0 for all observations.
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Fungal growth data - Interaction model

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) -1220.53 120.47 -10.132 <.0001
time 1450.73 36.32 39.940 <.0001
isolate18 430.53 170.37 2.527 0.0157
isolate27 783.37 170.37 4.598 <.0001
time:isolate18 -541.27 51.37 -10.537 <.0001
time:isolate27 -984.03 51.37 -19.157 <.0001
---
Residual standard error: 198.9 on 39 degrees of freedom
Multiple R-Squared: 0.9883, Adjusted R-squared: 0.9867
F-statistic: 656.3 on 5 and 39 DF, p-value: <.0001
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ANOVA table - Interaction model

I Output from R package
I Overall test of equal slopes clearly rejected. Signi�cant time

by isolate interaction.

Analysis of Variance Table
Response: area

Df Sum Sq Mean Sq F value Pr(>F)
time 1 79913636 79913636 2019.04 <.0001
isolate 2 35394124 17697062 447.12 <.0001
time:isolate 2 14573335 7286668 184.10 <.0001
Residuals 39 1543618 39580
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ANOVA table - Interaction model

I Corresponding JMP output is equivalent.

Effect Tests

Source Nparm DF SumofSquares F Ratio Prob>F
time 1 1 79913636 2019.04 <.0001
isolate 2 2 35394124 447.12 <.0001
time*isolate 2 2 14573335 184.10 <.0001
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Fungal growth data
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Fungal growth data
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Fungal growth data
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Fungal growth data
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Fungal growth data - model modi�cation

I Nonlinear trend in residuals. Quadratic regression?
I Variance is not homogeneous. Standard deviation is roughly

proportional to the mean.
I Weighted least squares. Suppose that

var(� i ) =
� 2

wi

where theweights, w1; : : : ; wn are known.
e.g. In the fungal growth example, set

1
wi

= Day2

so that sd(� i ) = � � Day.
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Lecture 6
Comparison of Nested Models

Generalized Linear Models
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Comparison of Nested Models

I We compare nested models by testing whether the
improvement in �t provided by the more complex model is
statistically signi�cant.

I Consider the linear growth model for fungal growth with
interaction:

Y = � 0 + � 1X1 + � 2X2 + � 3X3 + � 4X1X2 + � 5X1X3 + �

where

X1 = Day ; X2 = I (isolate18); X3 = I (isolate27)

I If there is no interaction, the model reduces to

Y = � 0 + � 1X1 + � 2X2 + � 3X3 + �

Booth: 602 Fall 2008, Week 2 46/59

Comparison of Nested Models

I In general we can use an F-test to compare the �ts of
\complete" and \reduced" (nested) models.

Complete: Y = � 0 + � 1X1 + � � � + � kXk + �

Reduced: Y = � 0 + � 1X1 + � � � + � gXg + �

where 0� g < k.
I The reduced model is a special case of the complete (or full)

model in which� g+1 = � � � = � k = 0.
I To test whether the additional terms are statistically

signi�cant we use

F =
[SSE(Reduced)� SSE(Complete)]=(k � g)

MSE(Complete)
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Comparison of Nested Models

I If g = 0, this is the overall F-test for the model, testing

H0 : � 1 = � � � = � k = 0

I In general we are testing whether the response is independent
of some of the predictors, after controlling for the others.

I If H0 : � g+1 = � � � = � k = 0, then F has an F-distribution in
repeated sampling withdf1 = k � g and df2 = n � (k + 1).

I We rejectH0 if the observedF-value is larger than might
reasonably be expected by chance; i.e. if the P-value is
smaller than 0.05, say.
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Linear fungal growth model

Analysis of Variance Table

Model 1: area ~ time + isolate
Model 2: area ~ time * isolate

Res.Df RSS Df Sum of Sq F Pr(>F)
1 41 16116954
2 39 1543618 2 14573335 184.1 <.0001

I The F-statistic for testing interaction; i.e.H0 : � 4 = � 5 = 0 is

F =
14573335=2
1543618=39

=
7286668
39580

= 184:10
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Linear fungal growth model

Analysis of Variance Table
Response: area

Df Sum Sq Mean Sq F value Pr(>F)
time 1 79913636 79913636 2019.04 <.0001
isolate 2 35394124 17697062 447.12 <.0001
time:isolate 2 14573335 7286668 184.10 <.0001
Residuals 39 1543618 39580

I The F-statistic for testing interaction; i.e.H0 : � 4 = � 5 = 0 is

F =
7286668
39580

= 184:10

I The expected value of an F-statistic is about 1 ifH0 is true.
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Generalized Linear Models

I The General Linear Model

Y = X� + �

describes the distribution of a response variable in two stages:
I Systematic component: How does the response change on

average as a function of the predictors?

� = E(Y ) = � 0 + � 1X1 + � � � + � k Xk = �

Here, � denotes thelinear predictor
I Random component: Variation about the mean is normally

distributed with mean zero and constant variance� 2
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Generalized Linear Models

I Generalize the General LM in two ways
1. The mean is related to the linear predictor through alink

function

g(� ) = � = � 0 + � 1X1 + � � � + � k Xk

2. Variability about the mean may be described by families of
distributions other than the normal, including binomial,
Poisson and gamma.

I Challenger Space Shuttle

Y =
�

1 O-ring damage
0 no O-ring damage

X = temperature at launch time

Does temperature a�ect the probability of O-ring damage?
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Logistic Regression

I For binary responses, the expected response is the same as the
probability of a \success"

� = E(Y ) = P(Y = 1) = p

I Logit link function

logit(p) = ln
p

1 � p
= � 0 + � 1X = �

I The natural logarithm, \ln" is the inverse of the exponential
function

ln[exp(x)] = x exp[ln(y)] = y

where exp(x) = ex
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Logistic Regression

I Applying the exponential function to both sides of the logistic
regression model gives

p
1 � p

= exp(� ) = exp( � 0 + � 1X)

or equivalently

odds (of success) = e� 0+ � 1X

= e� 0e� 1X

= ( e� 0)(e� 1)X

I X has amultiplicative e�ect on the odds of success.
IncreasingX by one unit multiplies the odds bye� 1.
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Logistic Regression

I The model implies the probability of success is related to the
predictor through a logistic curve:

p =
exp(� )

1 + exp(� )
=

e� 0+ � 1X

1 + e� 0+ � 1X

I The logistic model constrainsp to fall between 0 and 1:
0 < p < 1

I Compare with a linear model

p = � 0 + � 1X
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Maximum Likelihood Estimation

I The distribution of a binary response variable,Y , is

P(Y = 1) = p P(Y = 0) = 1 � p

or equivalently

P(Y = y) = py (1 � p)1� y ; y = 0 ; 1

I Suppose a sample ofn binary responses,Y1; : : : ; Yn, is
described by the logistic regression model

P(Yi = 1) = pi =
e� 0+ � 1Xi

1 + e� 0+ � 1Xi

for i = 1 ; : : : ; n.
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Maximum Likelihood Estimation

I Assuming the responses are independent, (recall the
independent errors assumption for GLMs), the joint
distribution of the responses is

P(Y1 = y1; : : : ; Yn = yn)

= py1
1 (1 � p1)1� y1py2

2 (1 � p2)1� y2 � � �

=
nY

i =1

pyi
i (1 � pi )1� yi

=
nY

i =1

�
e� 0+ � 1Xi

1 + e� 0+ � 1Xi

� yi �
1

1 + e� 0+ � 1Xi

� 1� yi
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Maximum Likelihood Estimation

I The maximum likelihood(ML) estimates, �̂ 0 and �̂ 1,
maximize the joint probability of the observed responses with
respect to� 0 and � 1.

I Choose parameter estimates that make the observed responses
most likely!

Booth: 602 Fall 2008, Week 2 59/59


