Lecture 7 - Logistic Regression continued..
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Challenger Shuttle Data

Number of damaged O-rings
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Challenger Shuttle Data

flight ndo temp

1 1 0 66
2 2 1 70
3 3 0 69
4 5 0 68
5 6 0 67
6 7T 0 72
7 8 0 73
8 9 0 70

22 61-B 0 76
23 61-C 58

[N
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Challenger Shuttle Data

Coefficients:

Estimate Std. Error z value Pr(>|zl|)
(Intercept) 15.0429 7.3786 2.039 0.0415 x*
temp -0.2322 0.1082 -2.145 0.0320 x*

Null deviance: 28.267 on 22 degrees of freedom
Residual deviance: 20.315 on 21 degrees of freedom

» Fitted model is

P 15.0-0232 x TEMP

In
where p = P(Y = 1) =probability of O-ring damage.

4 /56



Challenger Shuttle Data

Challenger Shuttle Data

» Fitted model for the odds of O-ring damage is

Probability of O—ring damage
P _ 615(e—0.232)TEMP _ 615(0.79)TEMP °
1-p
» Odds decrease by 21% for each °F increase in temperature -8 -
» Fitted probability of O-ring damage = 3
o15.0-0.232TEMP N
P 1 + e15.0-0232TEMP °
S T T T T T T
30 40 50 60 70
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Confidence Intervals

6/56

Confidence Intervals

» Summary output from logistic model fit

» An approximate 95% confidence interval for exp(31) is
exp(B +255) exp(—0.232 + 0.216)
Estimate Std. Error z value Pr(>|zl) . (e_0’448 e_o,o16)
(Intercept) 15.0429 7.3786 2.039 0.0415 * - ’
temp -0.2322 0.1082 -2.145 0.0320 * = (0.64,0.98)
T » The estimated probability of O-ring damage at a given
Null deviance: 28.267 on 22 degrees of freedom .
temperature is
Residual deviance: 20.315 on 21 degrees of freedom
» An approximate 95% confidence interval for 3; is
@1 + Z&BI =

= exp(7) where
1+ exp()

>

= —0.232 +2(0.108) = —0.232 £ 0.216

A = fo + /L TEMP
» Interval does not include 0!

» A confidence interval for p is given by
exp(] £ z55)
1+ exp(7) £ z54)

» The upper and lower limits must be between 0 and 1.
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Confidence ands Wald Test

959% Confidence Bands » The hypothesis of no temperature effect is Hyp : 51 = 0.
We can test this hypothesis using a Z-test:

/i —0.2322
Z = =——— =-2145
= 63 0.1082
1
o | Comparing this value to a standard normal distribution results
° in a P-value of 0.0320.
= » Some software packages report the Wald statistic which, in
this context, is the square of the Z-statistic. The Wald

~ statistic should be referred to a chisquared distribution with
° df = 1 to determine significance.
- » The t? statistic for testing the slope in SLR is the same as the

T T T T T T

30 40 50 60 70 80

prob

F-statistic!
The Wald statistic generalizes the Z-statistic in a similar way

temp to that in which the F-statistic generalizes the t-statistic.
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Model Deviance Analysis of Deviance

» We can also test the significance of the temperature effect by

looking at the improvement in fit when temperature is added ) ) _
to the null model (i.e. the model with only an intercept). » We can compare nested models by comparing their deviances.
Suppose that model MO is a special case of (i.e. nested

» In logistic regression, the fit of the model is measured using T —— T

the deviance:

unconstrained maximum likelihood Do — Dy — 2|
D =2In ( ) 07 1= 2 max likelihood MO

max likelihood Ml)
constrained maximum likelihood

» This is called the likelihood ratio statistic for testing the

» The unconstrained model allows a different probability Ry _
significance of M1 relative to MO.

parameter for every different value of X.

» The constrained model is logistic regression, in which the
probability of O-ring damage is determined by a logistic curve.
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Analysis of Deviance

» To assess significance, refer the LR statistic to a chisquared
distribution with df equal to the number of additional
predictors in M1.

» The LR statistic for testing the temperature effect is

» Since the test concerns a single predictor the P-value is

Dy — D; = 28.267 — 20.315 = 7.952

P(x3 > 7.952) = 0.004803426
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Beetle Mortality

Dose Response for Beetles

proportion killed
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Beetle Mortality

logdose exposed killed

.6907
L7242
. 7552
. 7842
.8113
.8369
.8610
.8839

N e = T = T =

(Binomial) Logistic Regression
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60
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» Replicate binary observations (about 60 beetles) at each dose

level.

» The number killed at each dose level has a binomial
distribution

Yi
Yi

= number killed at dose level i,
Y B(n,-,p,-) i:1,...,8

» The mean and variance of the count at dose level / are

E(Y:) = nipi

var(Y;) = nipi(1 — pi)

» The mean and variance of the proportion at dose level i are

E(Yi/ni) = pi

var(Y;/n;) = 713'.(1 — Pi)

i
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(Binomial) Logistic Regression

» Logistic regression model

p = P(dose is lethal) In T G- Bo + P11d10
-p
[d10 = 10 x log dose
Coefficients:
Estimate Std. Error z value Pr(>|zl)
(Intercept) -60.7175 5.1807 -11.72 <.0001
1410 3.4270 0.2912 11.77 <.0001

Null deviance: 284.202 on 7 degrees of freedom
Residual deviance: 11.232 on 6 degrees of freedom
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Pearson Statistic

» If the number of replicates is “large” this residual will act like
a standard normal variable. Rule of thumb: n;p; and
n,-(1 = [’5,) both > 5
» The Pearson chi-squared statistic
n n
Y; — nipi)?
X2 = 2= ( ! =
; ' ; nipi(1 — bj)

measures lack-of-fit of the model relative to an unconstrained
model.
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Pearson Residuals

» The Pearson residual for the i count is
Yi — nipi
nipi(1 — pi)
= number of standard deviations from predicted

ri =

» For the beetle mortality data the residuals are

1 2 3 4 5
1.4092 1.1011 -1.1763 -1.6124 0.5944
6 7 8

-0.1281 1.0914 1.1331
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Lack-of-fit

» When there is sufficient replication we can test lack-of-fit by
comparing X2 or the deviance statistic, D, to a chi-squared
distribution with

df = n — #parameters in the constrained model

where n is the number of combinations of predictor levels.
> For the beetle mortality data X? = 10.03 and D = 11.23

P(x2 > X2.) =0.1235 P(x2 > Doys) = 0.0815

obs
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Beetle Mortality

Fitted logistic model

proportion killed
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Poisson Distribution

» Distribution on the set of nonnegative integers.

» Write Y ~ P(u) if Y has a Poisson distribution with
parameter L.

P(Y:y):/;—)l/e_“, y=20,1,2,...
» Mean and variance are equal
E(Y)=p var(Y) = p
» Normal approximation: If y is “large”

You
TF (0,1)
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Lecture 8: Poisson Counts

Poisson Distribution
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Fabric Faults

roll length faults
1 551 6
2 651 4
3 832 17

30 716 3

31 952 9

32 417 2

» Number of faults should be proportional to the length of the
roll (on average).
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Maximum Likelihood Estimation

» The ML estimates maximize the joint probability of all the
responses with respect to the parameters

no i
P(YVi=y1,-. . Ya=ya) =[] %e_”’
1 Yi-
» Equivalently, maximize the log likelihood

n
log P(Yi =y1,---, Yo =yn) = Y lyilogui— pj—logyil]
i=1

n
= > lymi — exp(n;) — log y;!]
i=1

since log(u) = n implies p = exp(n).
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Fabric Faults

Y = #faults on a roll of fabric
L = length of the roll (in 100 meters)
= expected #faults per 100 meters

Y ~ P(n) where p=AL
or
logp =logA+logl=p0y+logl=n
» The log L term in the linear predictor is called an offset
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Fabric Faults

Coefficients:
Estimate Std. Error z value Pr(>|zl)
(Intercept) 0.41227 0.05934 6.948 <.0001

Residual deviance: 64.537 on 31 degrees of freedom

» 95% confidence interval for (3
Bo + 265, =04123 £ 2(0.059) = 0.4123 +0.118
> 95% confidence interval for A = exp(f)

exp(0.4123 4+ 0.118) = (%2943 £02303) — (1.34,1.67)
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Pearson Residuals Fabric Faults

Pearson Residual Plot
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Lack-of-Fit Quasi-Poisson Model

» The deviance and Pearson chisquare statistics measure » The counts appear to be more variable than the Poisson
lack-of-fit of the model. distribution allows. (Remember: Poisson implies
» If the counts are large these can be compared to a chisquared mean=variance).
reference distribution with df = residual df » Overdispersion due to variation in conditions from roll to roll.
» For the fabric data X? = 68.0255 and D = 64.5375 with » An alternative model is quasi-Poisson
df =31

» A chisquared distribution has mean and variance equal to df wi = E(Y;) = AL; var(Y;) = i

and 2df respectively. » Model for the mean (as a function of length) is exactly as

» The Pearson and Deviance statistics are more than 4 standard before. However, we now allow for overdispersion with respect
deviations larger than expected based on the Poisson model. to the Poisson distribution.
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Quasi-Poisson Model Fit

Coefficients:
Estimate Std. Error t value Pr(>|t])
(Intercept) 0.4123 0.0879 4.69 5.21e-05 *x*x

(Dispersion parameter taken to be 2.1943)

» Overdispersion parameter is estimated by

X2 68.0255

dfresdual ~ 31 219

b=

» Standard errors are inflated by a factor \/é to reflect the fact
that there is more variability than the Poisson distribution
allows for.

» Confidence interval for A is now

exp(0.4123 4 2 x 0.0879) = (%230% £0-5881) — (1.27,1.80)
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Fish Species Diversity

» Number of fish species in seventy lakes worldwide.
How is diversity related to lake area?

» Quasi-Poisson model:

= E(species) var(species) = ¢u

log = Bo + 1 % log(area)

(In this class “log” always means “natural log")

» Power function model

p = (e”)(area)™
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species

Lecture 9 - Poisson and Binomial Regression
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Quasi-Poisson Model Fit

> fish.glm=glm(species~log(area),quasipoisson)
> summary(fish.glm)

Coefficients:

Estimate Std. Error t value Pr(>|t|)
2.13950 0.30148 7.097 9.50e-10 *x*x
0.20537 0.03306 6.212 3.61e-08 **x

(Intercept)
log(area)

(Dispersion parameter taken to be 25.12286)

» Massive overdispersion with respect to the Poisson
distribution: ¢ = 25

» Pearson residual plot suggests problem with assumed
mean /variance relationship: var(species) o< y1 oc area™
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Fish Species Diversity
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Pearson residuals

Residuals from Quasi—Poisson Fit
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SLR after log transformation

» Plot of log(species) versus log(area) suggests SLR model
log(species) = By + 1 x log(area) + €

» This model implies var(species) o< area®”t o p2.
(This fact isn't obvious.)
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Fish Species Diversity

Residuals from Linear Model Fit

~ o
£ o
© o
> fish.lm=1m(log(species) "log(area) ,data=fish.df) 3 4 © ° 5 @ £® 9 o
> summary(fish.1lm) 'g g0 o L° ° 8 o .
Coefficients: _’5 R ?___O_____?_CZ_D___O _________ 00 % o
Estimate Std. Error t value Pr(>|t|) o ® ° oo 008’ °% o ©
= o
(Intercept) 2.33914  0.19939 11.731 < 2e-16 **x S o o ©00 ©0°% °
log(area)  0.14357  0.02663 5.392 9.46e-07 ** ‘é ° ° % %o
=== g °
Residual standard error: 0.7369 on 68 degrees of freedom &
Multiple R-Squared: 0.2995, Adjusted R-squared: 0.2892 T 1 : : : : °0
0 2 4 6 8 10 12
log(area)
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» Alternatively, we can specify the mean/variance relationship

directly
E(species) = p = (e™)(area)™
var(species) = op? » Additional reading material on Poisson regression and
generalized linear models can be found in
> fish.quasi=glm(species~log(area), 1. Chapter 14 of “Applied Linear Statistical Models” 4th Edition
+ quasi(link=log,variance=mu~2)) by Neter, Kutner, Nachtsheim and Wasserman
> summary(fish.quasi) 2. Chapter 4 of “An Introduction to Categorical Data Analysis"
Coefficients: by Alan Agresti.
Estimate Std. Error t value Pr(>|t|)
(Intercept) 2.3992 0.1984 12.091 < 2e-16 ***
log(area) 0.1717 0.0265 6.481 1.20e-08 **x

(Dispersion parameter taken to be 0.5377641)
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Attitudes towards Women Attitudes towards Women

» Do women belong in the home? Do women belong in the home?
» Cross-classification of a random sample of adults by response S [ mmM F
. —
(yes/no), sex and number of years of formal education.
F
@ —
yes mno sex educ é ° B F
M M R
4 2 M 0 c 9 M\
4 2 F 0 S " u o
2 0 M 1 S 3- VR
1 0 F 1 o LY FF
4 0 M 2 O o
o EFF
0o 0 F 2 Mg MM
. : = M
3 20 M 20 ' ' ' ' '
5 4 F 920 0 5 10 15 20
Education
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Logisitic Regression Model Fitted Model

» Obvious trend with “years of formal education”

Coefficients:
» Logistic regression model with interaction for p = P(Yes): Estimate Std. Error z value Pr(>|z|)
p (Intercept) 3.00294 0.27238 11.025 < 2e-16 *x*x
log T, fo + Preduc + Bz (sex=M) + fzeduc x I(sex=M) educ -0.31541  0.02365 -13.338 < 2e-16 ***
sexM -0.90474 0.36007 -2.513 0.01198 x*
educ:sexM 0.08138 0.03109 2.617 0.00886 *x*
Male odds: 2 (ePoth2) (eﬁﬁﬁ?')e<juc i
1—p Null deviance: 451.722 on 40 degrees of freedom
Female odds: 1L = (e) x (eﬁl)educ Residual deviance: 57.103 on 37 degrees of freedom
» Education has multiplicative effect on odds - different for men » Significant interaction? The effect of education is different in
and women men and women.
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Fitted Model

» Fitted models for the odds

p

Male odds: — (€210) x (e0-234yeduc _ (g 15)(0.79)educ

1-p

Female odds:
1-p

» Odds of “Yes” response are higher among women with low
education level, but odds decease faster with education

among women than among men

» Is the difference of practical significance?

p — (63'00) % (6—0.315)educ — (20'14)(0‘73)educ
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Analysis of Deviance

Analysis of Deviance Table
Df Deviance Resid. Df Resid. Dev

NULL 40 451.72
educ 1 387.70 39 64.03
sex 1 0.02 38 64.01
educ:sex 1 6.90 37 57.10

» Significant lack-of-fit? D = 57.10, df= 37

» Fact: Chisquared distribution has mean = df and var = 2df

57.10 — 37

=234
V2 x 37

Model deviance is 2.34 standard deviations too high.
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Proportion Yes

Pearson residual
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Residuals plot for interaction model
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JMP Output R and JMP model comparison

» R model

Parameter Estimates

Term Estimate Std Error ChiSquare Prob>ChiSq n = Po + BLE + Boly + B3ImE

Intercept 2.5506 0.1800 200.71 <.0001

educ -0.2747 0.0155 312.26 <.0001

sex [F] -0.0258  0.0427 0.37  0.5457 Females: n = (o + 5E

sex [F]*(educ-11.7506) -0.0407  0.0155 6.85  0.0089 Males: p = (8o + B2) + (81 + Bs)E
» JMP model

» Estimates of gender effects are deviations from male/female

average. =
S . . . 1= Mo+ ME + M(le — In) + A3(lF — Iu)(E — E)
» Education is also centered in the interaction term

» Test for interaction is equivalent to R output _
Females: n = ()\0 + X — )\3E) + ()\1 + )\3)E

» Tests for “main effects” are not equivalent! _
Males: n = ()\0 — )\2 I )\3E) ol ()\1 — )\3)E
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R and JMP model comparison Categorical predictors with more than two levels

» The relationship between the model parameters is

Bo = Mo+ Xd—AE

P = M+ A3 » Statistical packages differ in the way they handle categorical
B2 = —2(A2— /\3E) predictors
Bz = —2X3 > In general we need k — 1 dummy variables to determine the

level of a k-category predictor.

or equivalently R SAS JMP
1 X1 Xo X1 Xo X1 Xo
Ao = ﬁo+§52 levell 0 0 1 0 1 O
1 level 2 1 0 0 1 0 1
A1 = ﬁ1+§63 level3 0 1 0 0 -1 -1
1
Ao = —E(ﬂerﬁs)
1
Az = —553
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