Lecture 10: Poisson Counts

Poisson Distribution

0.00 0.10 0.20 0.30

0.00 0.05 0.10 0.15

Poisson with mean=1

0123456789

Poisson with mean=5

0O 2 4 6 8 10 12 14

010 0.20

0.00

0.00 0.04 0.08 0.12

Poisson with mean=2

0123 4567829

Poisson with mean=10

0 3 6 9 13 17 21 25 29

1/50

3/50

Poisson Distribution

[Distribution on the set of nonnegative integers.

CWrite Y P( ) ifY has a Poisson distribution with
parameter

y
P(Y=y)=we ;o y=0;1;2;:::
[—Mean and variance are equal
E(Y) = var(Y) =

[—Normal approximation: If is “large”

Yo NOD)

2/50

Fabric Faults

roll length faults
1551 6
2 651 4
3 832 17
30 716 3
31952 9
32 417 2

[—Number of faults should be proportional to the length of the
roll (on average).
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Fabric Faults Maximum Likelihood Estimation

[—The ML estimates maximize the joint probability of all the
responses with respect to the parameters

Y = #faults on a roll of fabric
L = length of the roll (in 100 meters LA L
g ( ) P(Yi=y1i::5Yn=Yn)= e |
= expected #faults per 100 meters =g Yit
[—Bquivalently, maximize the log likelihood
Y P() where = L
X
or logP(Y1=Vy1;::5Yn =VYn) = [yilog i i logyi']
i=1
log =log +logL= og+logL =
= [yvi i exp(i) logyil]
i=1
[The log L term in the linear predictor is called an o [sek since log( ) = implies = exp( ).
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Fabric Faults Pearson Residuals

Coefficients:
Estimate Std. Error z value Pr(>|z|) Y _
(Intercept) 0.41227  0.05934  6.948 <.0001 =—p=—

Residual deviance: 64.537 on 31 degrees of freedom
[—The Pearson residuals should be approximately standard
[-96% confidence interval for o normal if the counts are large.

R [—Pearson chisquared statistic
o 27~ =0:4123 2(0:059) =0:4123 0:118

0 X0 xXn (Y' -~ )2

. . X2 = r.z = A v

[96% confidence interval for = exp( o) o =

exp(0:4123  0:118) = (e%2943; ¢0:5303) — (1:34; 1:67)
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Fabric Faults Lack-of-Fit

Pearson Residual Plot

< o [—The deviance and Pearson chisquare statistics measure
i °© lack-of-fit of the model.
Tg « o [1If the counts are large these can be compared to a chisquared
= N ST reference distribution with df = residual df
& _ - s ° o © [For the fabric data X2 = 68:0255 and D = 64:5375 with
S _________O____O___O____o___Q ______________ df =31
% e o °O° ° o [—A chisquared distribution has mean and variance equal to df
L - - o = % o and 2df respectively.
b o 5 [—The Pearson and Deviance statistics are more than 4 standard
' . . . . o . deviations larger than expected based on the Poisson model.
2 4 6 8 10 12 14

Fitted Value
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Quasi-Poisson Model Quasi-Poisson Model Fit

Coefficients:

Estimate Std. Error t value Pr(>|t])
[The counts appear to be more variable than the Poisson (Intercept)  0.4123 0.0879 4.69 5.21e-05 ***

distribution allows. (Remember: Poisson implies
mean=variance).

(Dispersion parameter taken to be 2.1943)
[ Overdispersion due to variation in conditions from roll to roll.

[An alternative model is quasi-Poisson C_Overdispersion parameter is estimated by
-~ X? 68:0255
1 =E= var()i= S = Gfresidual 81 219
9=
[Nlodel for the mean (as a function of length) is exactly as [_Standard errors are inflated by a factor  to reflect the fact
before. However, we now allow for overdispersion with respect that there is more variability than the Poisson distribution

to the Poisson distribution. allows for.

—Qonfidence interval for is now
exp(0:4123 2 0:0879) = (e%2365; 05881y = (1:27;1:80)
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Insurance Claims Data

district in which policyholder lives (4 levels)
car size category (<1, 1-1.5, 1.5-2, > 2 liter)
= age group ( 24, 25-29, 30-34, 35)

> 00
Il

nj = total number of policy holders in cell (i;j; k)
Yik = number of claims made during six month
period by policy holders in cell (i;j; k)
ik = theoretical rate of claims for cell (i;]; k)
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Insurance Claims Data

[—The main e [edts model fits the data well (D = 48:363 with
df =54)

[—The two-factor interactions are not significant (LR test:
48:636 27:717 = 20:919 with df = 27)

[The are “linear” trends in the driver age and car size
coe Lciehts.

Districts 1-3 are rural, whereas district 4 is urban

[—The model fit suggests treating age and car size as numerical
predictors, and using replacing the district factor with a
dummy variable for district 4.
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Insurance Claims Data

[—Qonsider the loglinear regression model:
|Og ik = +;A+JC+ E+ ﬁc+ﬁ(D+j(|:(D
Analysis of Deviance Table
Model: poisson, link: log
Response: count
Terms added sequentially (first to last)

Df Deviance Resid. Df Resid. Dev

NULL 63 228.929
ageqgrp 3 81.618 60 147.311
carsize 3 87.133 57 60.178
district 3 11.815 54 48.363
agegrp:carsize 9 10.330 45 38.034
agegrp:district 9 5.973 36 32.060
carsize:district 9 4.343 27 27.717
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Insurance Claims Data

Coefficients:
Estimate Std. Error z value Pr(>|z|)
(Intercept) -1.81937 0.07678 -23.697 < 2e-16 ***

agegrp2 -0.18997 0.08285 -2.293 0.021862 *
agegrp3 -0.34341 0.08137 -4.220 2.44e-05 ***
agegrp4 -0.53834 0.06996 -7.695 1.42e-14 ***
carsize2 0.16135 0.05053 3.193 0.001408 **
carsize3 0.39283 0.05500 7.143 9.16e-13 ***
carsize4 0.54321 0.07234  7.509 5.94e-14 ***
district2 0.02610 0.04302 0.607 0.544025
district3 0.03920 0.05051 0.776 0.437714
district4 0.21606 0.06171 3.501 0.000463 ***

Null deviance: 228.929 on 63 degrees of freedom
Residual deviance: 48.363 on 54 degrees of freedom
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Insurance Claims Data

Coefficients:
Estimate Std. Error z value Pr(>|z|)
(Intercept) -1.83883 0.07970 -23.071 < 2e-16 ***

agegrp -0.17779 0.01849 -9.618 < 2e-16 ***
carsize 0.19332 0.02076 9.311 < 2e-16 ***
districtU 0.19977 0.05855 3.412 0.000645 ***

Null deviance: 228.929 on 63 degrees of freedom
Residual deviance: 50.258 on 60 degrees of freedom
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Fish Species Diversity

[—Number of fish species in seventy lakes worldwide.
How is diversity related to lake area?

[—Quasi-Poisson model:

= E(species) var(species) =

log = o+ 1 log(area)

(In this class “log” always means “natural log™)
[—Power function model

= (e °)(area) *

19/50

species

Lecture 11 - Modeling Count Data continued
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Fish Species Diversity
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Quasi-Poisson Model Fit

> fish.glm=glm(species~log(area),quasipoisson)
> summary(fish.glm)

Coefficients:

Estimate Std. Error t value Pr(>|t])
(Intercept) 2.13950 0.30148  7.097 9.50e-10 ***
log(area) 0.20537 0.03306 6.212 3.61e-08 ***

(Dispersion parameter taken to be 25.12286)

[—Massive overdispersion with respect to the Poisson
distribution: =25
[—Pearson residual plot suggests problem with assumed

mean/variance relationship: var(species) / / area
21/50
Fish Species Diversity
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Pearson residuals

Residuals from Quasi-Poisson Fit
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SLR after log transformation

[PRlot of log(species) versus log(area) suggests SLR model
log(species) = o+ 1 log(area) +

[—This model implies var(species) / area® :/ 2.
(This fact isn’t obvious.)
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Fish Species Diversity

> fish.Im=Im(log(species)~log(area),data=fish.df)
> summary(fish.lm)
Coefficients:

Estimate Std. Error t value Pr(>|t|)
(Intercept) 2.33914 0.19939 11.731 < 2e-16 ***
log(area) 0.14357 0.02663 5.392 9.46e-07 ***
Residual standard error: 0.7369 on 68 degrees of freedom
Multiple R-Squared: 0.2995, Adjusted R-squared: 0.2892
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Mean/Variance Relationship

[—Alternatively, we can specify the mean/variance relationship
directly

= (e °)(area) *
2

E (species) =
var(species) =

> fish.quasi=gim(species~log(area),

+ quasi(link=log,variance=mu”*2))

> summary(fish.quasi)

Coefficients:

Estimate Std. Error t value Pr(>|t|)
2.3992 0.1984 12.091 < 2e-16 ***
0.1717 0.0265 6.481 1.20e-08 ***

(Intercept)
log(area)

(Dispersion parameter taken to be 0.5377641)
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Standardized residuals

Residuals from Linear Model Fit

o
| [e)
N o
o
o o ) ®
— ® (] (0] g
— o o <] o
8 ° © © o o
4 ?___O_____?_Ci_b ____________ So_______ o._
[¢)
e o ° oo 8) o ®
00 o ©
i © ® 0op 00 ° ©
5
o o o
(] o fe)
o
~
™ o 59
T T T T T T T
0 2 4 6 8 10 12
log(area)

26 /50

References

[—Additional reading material on Poisson regression and
generalized linear models can be found in
1. Chapter 14 of “Applied Linear Statistical Models” 4th Edition
by Neter, Kutner, Nachtsheim and Wasserman

2. Chapter 4 of “An Introduction to Categorical Data Analysis”
by Alan Agresti.
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Lecture 12 - Variable Selection
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Variable Selection

[—Issues: Bias versus variance tradeo ]
—Bias: How wrong is the model?
—Variance: How variable is the model fit in repeated sampling?
—Simple models: high bias, low variance
—Complex models: low bias, high variance
[—Models should be consistent with the observed data.
Diagnostics!

31750

Variable Selection

[—Bstimation:
—Describe the relationship between a response and predictors
—Emphasis is on interpretation of regression coe Lciehts
—Want accurate estimates, low sampling variability
[Rrediction:
C—Want a model that gives good predictions of future
observations
—May not care about the coe [ciehts
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All possible regressions

[—Suppose the models to be considered involve subsets of K
variables, including interaction and polynomial terms.

[—Assume all models include an intercept. So there are
maximum of K + 1 parameters.

2K possible models. Every variable is either in or out.
K 1 2 4 10
2K 2 4 16 1024

[Selection criteria: R?, adjusted R2, Mallow’s Cp, PRESS,
AIC, BIC
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SS(Error)
SS(Total)

R2 =
[—Measures the proportion of variability explained by the model
—highest R2, lowest SS(Error)
[—Adding variables always increases R?
[—No penalty for complexity
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Mallow’s C,

[—Suppose that
i = E(YilXiy i Xik)
= expected response given all the predictors

[—The mean squared error of a fitted value, Y, based on a

subset model is
n n 0]

E(Y Y =EIN EV)+EY) TP
n 0
= E Y EYP +[EY) P
mean squared error = variance + bias?

(Cross term is zero!)
—The total MSE over all observations is

X0 ~ -
TMSE = 2fYig+[ECY)) i
i=1
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Adjusted R?

MS (Error)

R2 = 1 SS(Error)=(n k 1) _
MS (Total)

2 SS(Tota)=(n 1)

Imcludes a penalty for increasing k (the number of predictors)
[—Highest R2, lowest MSE
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Mallow’s C,

[—Choose models with low TMSE or low

TMSE
I'k = >

[—An estimate of 'y is provided by Mallow’s Cy
SSEx

Ck = MSE (X1;:::; Xk) [ 2(k+ 1]
L0k =K +1
C1f the subset model is unbiased; i.e. E(Y) = , then
Ck k+1
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Cattle Auction Data PRESS (Prediction sum of squares)

cattle calves hogs sheep k r2 adjr2 Cp
TRUE FALSE FALSE FALSE 1 0.803 0.791 21.324 Y, = ith fitted value based on model fit
FALSE TRUE FALSE FALSE 1 0.456 0.424 85.234 s _ , :
FALSE FALSE TRUE FALSE 1 0.239 0.195 125.041 Vi = [PelEior oF i fEponss besee o
FALSE FALSE FALSE TRUE 1 0.016 -0.042 166.283 fit with ith observation deleted
TRUE TRUE FALSE FALSE 2 0.902 0.890 5.023
TRUE FALSE TRUE FALSE 2 0.856 0.838 13.506
FALSE TRUE TRUE FALSE 2 0.498 0.436 79.363
FALSE TRUE FALSE TRUE 2 0.460 0.393 86.427 v
2
3
3
3
3
4

FALSE FALSE TRUE TRUE 2 0.245 0.151 126.027 ! ! i(i)
TRUE TRUE TRUE FALSE 3 0.917 0.900 4.283 (Also called deletion residual)
TRUE TRUE FALSE TRUE 3 0.911 0.893 5.438

TRUE FALSE TRUE TRUE 3 0.866 0.839 13.735 Xn Xn

FALSE TRUE TRUE TRUE 3 0.501 0.401 80.878 PRESSy = d2= (Yi Yip)?
TRUE TRUE TRUE TRUE 4 0.924 0.902 5.000 :

37750
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Maximum Likelihood Maximum Likelihood

'The MLR model assumptions are . —The “likelihood function” is the observed value of

Y, N(i ) where CZE(Yi) = o+ X fys;:: :_; yn? regarded as a function of the parameters
i in model [—The loglikelihood is

X
s D= 2@ D 55 G

i=1

[That is Y; comes from a normal distribution with “density”

()= P o 50 1)
! 2 2 z 2% ' [—The maximum value of the log likelihood is

(Remember Gauss and the 10 mark bill?)
[—The joint density is a product over all the observations

~a2y N ~2y N
i = Zin@ "3 2
where "2 = SSE=n

flyp: s Vo) = i f.(yi) [—Choosing models with high log-likelihood is equivalent to
en - ! choosing models with low SSE, or high R2.

39750 40750



Akaike and Bayesian Information Criteria Biblical Literalism and Voter Choice

AICk = 2 loglikelihood +2 (number of parameters) [ Biblical literalism and voting patterns in presidential elections:
= 2InL+2(k +1) 1980-2000.
[Data is from the General Social Survey
BICKk = 2InL+ (k + 1)log(n) —Response variable: Candidate preference (Republican,
Democratic) among white voters

[—Ohoose model with smallest AIC or BIC value —Rredictors:
[—The addition of 2(k + 1) or (k + 1) log(n) penalizes model —Income quartile (1-4)

complexi ( yor NS —$ex (female, male)

plexity ) _ _ —Religion (Baptist, Protestant, Catholic, Other)

[—The AIC penalty term can be motivated theoretically in terms —Response to question concerning biblical literalism (literal,

finding the model that is closest to the “truth” inspired, fables)

[—The BIC penalty term can be motivated in terms of
“posterior” probability

41750 42 /50

Biblical Literalism and Voter Choice Model Selection

—Which of these statements comes closest to describing your

fee“ngS abOUt the Blb|e9 Model DF| DEV | P-value P AIC BIC|
(irs, irl, isl, rsl) 18 29.2 0.046 78 534 1038
1. The Bible is the actual word of God and is to be taken literally, (ir, is, il, rs, rl, sl) 571 60.9 0.330 39 487 739
word for word. G.r.s. D 86| 156.0 0.00p 1p 524 589
2. The Bible is the inspired word of God but not everything in it (r,ls,IL,rs, rL,sL) | 77| 76.9 0481l 19 463 586
should be taken literally, word for word. s s eh | 78 S5 OG22 ap 48 §E
3. The Bible is an ancient book of fables, legends, history, and & I & b ED Eo| e GEGP 59 kY EhRE
moral precepts recorded by men. (Is, IL, rs, cL, sL) 82 88.( 0.306 14 464 554
(Is, IL, rL, sL) 83 86.1 0.38% 18 460 544
96 combinations of predictors. (r.1s, IL, cL, sL) 85| 94.3 0.220 11 465 536
_Imcome quartile and biblical literalism are ordinal. dt. rt. ot 54| 9.6 0204 1z dop o4
(r, IL, cL, sL) 86 99.7 0.149 10 468 533
(s, IL, rL) 85| 100.0 0.127 11 470 541

(r, s, IL, cL) 87| 107.1 0.071| 9| 471| 532
(, s, rL) 87| 167.9 0.000 D 534 592
(,r, s, cL) 89| 177.2 0.000 7 539 585
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BIC Model Selection
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Forward Stepwise Regression

—All subsets regression may not be feasible if K is large

—Borward stepwise - build model sequentially, starting with a
simple model, adding or deleting variables at each stage based

on F-tests.

F.

_ MSR(X;)

= ———< = F-statistic for testing slope is zero
! MSE (X)) I 5P

—Stop if no F s significant at pre-determined level (say
F > Faccept) Otherwise, retain the variable with largest F
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AIC Model Selection
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Fables Spiritual Literal

Forward Stepwise Regression

Step 2: Fit all regressions with two predictors, one being retained
from Step 1, say X,. Calculate

F.

_ MSR(XjiXk,) _
I MSE(Xj; Xi,) “a

j

the F-statistic for testing the partial e [edt of X; when Xy, is
already in the model.

[—Suppose Xy, has the largest F value. Add Xy, to the model
if Fy, > Faccept- Otherwise stop!

1f a second variable is added, drop X, if

_ MSR(iXie) _
k1 MSE (Xkl, sz) remove
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Forward Stepwise Regression Forward Stepwise Regression

[—More generally, each time a variable is added, drop the least
significant variable with F < Fremove

Cﬂhbls etllgonthm.ldentlfle‘_c, da stl_ngle beslt mc()jdel, (\;vrllereas all —Backward Elimination - opposite of forward selection. Begin
SUDSELs -regressmn may '_ en 'Ty sew-ara goc.) MOCES. with all variables in the model. Iteratively eliminate the least
C-In practice the method is typically just a first step towards significant variable if its F  value falls below a cuto (]

el & goen! mutel [—Backward Stepwise Regression - opposite of forward
—Im some situations you may want to insist that certain stepwise

variables are in the model

—Borward Selection - simplified version in which variables are
never dropped.
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